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Outline
1. Problem Representation

a) Issues: source, bias, long tail
b) General approaches

• Cold start

2. Content Filtering

3. Collaborative Filtering
a) Neighborhood
b) Matrix Factorization

4. Netflix Challenge

5. Optional Reading
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The Long Tail (Wired)

November 15, 2017

Recommender Systems

3



CS6220 – Data Mining Techniques･ ･･ Fall 2017･ ･･ Derbinsky
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The Recommendation Problem
• Given some subset of…
– a single user’s activity/ratings
– information about users/items
– ratings provided by other users

• Predict ratings for unrated items
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Example Applications
• Movies

– Netflix

• Songs
– Pandora

• Products
– Amazon

• Web Search
– Google

• New Friends/Colleagues/Dates 
– Facebook/LinkedIn/OKCupid

…
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User Activity
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Can we predict unknown user preferences based upon 
past ratings for a set of products?

Item 1 Item 2 Item 3 Item 4

Properties 🍎 🍏 📱 ☎

User A J
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Utility Matrix

November 15, 2017

Recommender Systems

8

Can we predict unknown user preferences based upon 
other users’ preferences?

Item 1 Item 2 Item 3 Item 4

User A J J

User B J

User C J J J

User D J
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Utility Matrix (Numeric)
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Can we predict unknown user preferences based upon 
other users’ preferences?

Jaccard distance gets us back (i.e. rated or not)

Item 1 Item 2 Item 3 Item 4

User A 5 1

User B 4

User C 4 5 3

User D 3
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Utility Matrix (Positive/Negative)
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FYI: some approaches may have to be adjusted in the 
presence of negative ratings

Item 1 Item 2 Item 3 Item 4

User A J J

User B J

User C L J J

User D L
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Utility Matrix + User/Item Properties
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Content properties can be used for recommendation; 
often in combination with preferences 

(particularly useful to overcome cold start issues)

Item 1 Item 2 Item 3 Item 4

Properties 🍎 🍏 📱 ☎

User A %& J J

User B '( J

User C )* J J J

User D +& J
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Where Do Ratings Come From?
• Users may be directly asked for ratings
– Examples: stars, likes, 👍/👎
– Depending upon scale/context, may introduce bias; 

only available for those willing to supply, 
representative?

• Ratings may be implicitly derived via behaviors
– Examples: view count/duration, product/link clicks
– Comes with its own set of challenges                    

(e.g. watching = like/dislike?)

• Typically quite sparse 
# ratings / (# users * # items) << 100%
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General Approaches
• Content-based Filtering
–Model user/item features

• Collaborative Filtering
– Extract patterns from the utility matrix
– Our focus

Again: not necessarily exclusive
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Evaluation
• Typically Root Mean Square Error (RMSE)
– Others possible (e.g. MSE)

• Unless external/validation ratings 
supplied, operates on known ratings only
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Evaluation
• Typically Root Mean Square Error (RMSE)
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Evaluation
• Typically Root Mean Square Error (RMSE)
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Evaluation
• Typically Root Mean Square Error (RMSE)
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Unless external data 
supplied, should split into 
train/test for validation (rui)

s
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Challenges
• Scalability
– Typically # users >> # items, but not always

• Netflix: 109M users, ~7K movies/shows
• Amazon: 304M accounts, ~20K movies/shows

– About 400M products sold

• Dynamics
– Changing users, inventory, market

• Reviews
– Power law
– Not random
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Content-Based Filtering
• Assume we only have available for a 

particular user: past ratings, per-item 
features (e.g. from profile)
– Possibilities: TF-IDF (text), tags, user input

• Then best we can do is learn per-user 
classifier/regression model (per problem 
representation)
– Rating values: OLS, …
– Discrete: logistic (up/down), tree/NB (class), …
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Example (Rating)
Movie User 1 x1 x2

Love at Last 1 0.9 0.0
Romance Forever ? 1.0 0.1

Cute Puppies 0.9 0.0
Fast Forever! 4 0.1 1.0

Swords v Karate 5 0.0 0.9
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Example (Like)
Movie User 1 x1 x2

Love at Last L 0.9 0.0
Romance Forever ? 1.0 0.1

Cute Puppies 0.9 0.0
Fast Forever! J 0.1 1.0

Swords v Karate J 0.0 0.9
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Sources of Bias
• Some movies are universally loved/hated
– Source: external (e.g. IMDB), internal avg

• Some users are more picky than others
– Source: running internal avg

• So for rating modeling via OLS…
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Collaborative Filtering
• Takes as input the utility matrix, fills in 

unknown ratings

• Main classes of approaches
– Neighborhood: user-user, item-item
–Matrix Factorization
– Others: clustering, graphs, …
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Neighborhood-Based Methods

• Find top-k most similar 
users w.r.t. known ratings
– Common: Pearson corr.

• Compute aggregated 
rating from their ratings
– Such as average, weighted 

w.r.t. relative distance

• Better: few, rapidly 
changing items

• Find top-k most similar 
items w.r.t. known ratings
– Common: Cosine distance

• Compute aggregated 
rating from own ratings
– Such as average, weighted 

w.r.t. relative distance

• Better: few, rapidly 
changing users
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Common Issues
• Bias
– Typical to normalize w.r.t. average user/item
• User/User: subtract each user’s mean before
• Item/Item: subtract each item’s mean before

• Scaling
– Compute similarity matrix in batch (e.g. nightly)
– Data structures to index into neighborhood
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Matrix Factorization
• Basic idea: summarize the correlations 

across rows and columns in the form of 
lower dimensional vectors
– One per user (Ui), one per item (Ij)
– Use these to impute missing ratings (rij=Ui ∙ Ij)

• If we impose consistent dimensionality, we 
can combine the vectors and thus …
– [rij]n×d = Fuser Fitem
– Fuser = n × k
– Fitem = k × d
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Factorization Approaches: SVD
• Decompose, choose k singular values
– [rij]n×d ≈ Qn×kΣk×kPd×k

T

– Fuser = QΣ
– Fitem = P

• Some issues…
– Cannot apply to incomplete matrix, so have 

to provide some default value
• Commonly 0, mean (e.g. per user)

– Relatively high computational complexity
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Factorization Approaches: Direct
• Pose directly as an optimization problem
– Idea: difference between specified entries in the 

original ratings matrix and the projected matrix 
should be small

• Assume: R= [rij]n×d U=Fuser V=Fitem

• Frobenius norm:
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Factorization Regularization
To reduce overfitting, particularly when 
specified entries is small…

where 𝜆 is determined empirically (e.g. 
cross-validation)

November 15, 2017

Recommender Systems

29

argmin
U,V

||R� UV ||2 + �(||U ||2 + ||V ||2)



CS6220 – Data Mining Techniques･ ･･ Fall 2017･ ･･ Derbinsky

Common Factorization Approaches
• Alternating Least Squares
– Similar to EM: hold U fixed, optimize V; flip
– Turns into OLS, and each row is independent

• So parallelization!!!
– Will only improve at each step, so converge to 

local minimum

• Stochastic Gradient Descent
– Converges to local minimum
– Many parameters, so                            

problematic for large ratings matrices
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Addressing Bias
• Common to pre-normalize ratings

• Can add user/item biases explicitly
– Can also model temporal effects 
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Netflix Competition (2006)
• Training: 100M ratings
– 500K customers, 17K movies
– 1-5 stars

• Test: ~3M (RMSE)
– $1M to 10% improvement over Netflix
• Awarded in 2009

– $50K to first place each year until finish
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Initial Progress: MF
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Down to the Buzzer
• On June 26, 2009 the team "BellKor's Pragmatic 

Chaos", a merger of teams "Bellkor in BigChaos" and 
"Pragmatic Theory", achieved a 10.05% improvement 
over Cinematch (a Quiz RMSE of 0.8558)

• On July 25, 2009 the team "The Ensemble", a merger 
of the teams "Grand Prize Team" and "Opera 
Solutions and Vandelay United", achieved a 10.09% 
improvement over Cinematch (a Quiz RMSE of 
0.8554)

• At the end, BellKor was deemed the winner for having 
submitted 20 minutes earlier :)
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Final Leaderboard
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The Spoils
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Optional Reading (1)
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Optional Reading (2)
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Optional Reading (3)
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